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Abstract— More and more applications are relying on underlying 
IP multicast facility to disseminate information to several 
receivers simultaneously with minimum overheads. These include 
real time applications such as video conferencing and Internet 
audio as well as non real time services such as database 
replication, and software distribution. Concurrently, there is a 
paradigm shift from wired to wireless communication. As 
portable computers proliferate, networks rely on a limited 
number of stationary hosts and aim to provide seamless 
connectivity to mobile hosts. Hence there is an urgent need to 
integrate these two facilities together. However, there are serious 
security concerns that need to be addressed before one can 
exploit this combined facility. Security issues in multicasting such 
as dynamic group management are further aggravated due in the 
mobile environment. In [10] a multicast framework for mobile IP 
is proposed. In this paper, we describe the security issues in 
multicasting and propose a secure multicast framework for 
mobile IP.  

I. INTRODUCTION  
Today's user community demands a level of mobility not 

previously anticipated by designers of computer systems and 
networks. The need to support and manage the computing 
activities of mobile users, whose point and form of attachment 
to a network varying over time, gives rise to many research and 
commercial challenges. The provision of secure multicast 
services to mobile hosts is a challenging problem that has not 
been adequately addressed. Existing multicast routing 
protocols such as DVMRP [4], MOSPF [9], and PIM-SM [6] 
are based on the principle of stationary hosts and hence do not 
scale well when hosts become mobile. 

There are several issues associated with routing of multicast 
packets in a mobile environment. The multicast delivery tree of 
standard multicast routing does not scale well in situations 
where a node member changes its point of attachment 
frequently. If the source of a multicast datagram is a mobile 
host, then a copy of the datagram may not reach all hosts (static 
or mobile) that are members of the multicast group. The 
multicast routing protocols such as DVMRP may not work 
well in a mobile environment where the mobile sender’s 
packets may not necessarily follow the principle of shortest 
reverse path toward the source. Due to inherent characteristics 
of mobile infrastructure such as dynamic Time To Live (TTL), 
hand-off of a mobile host may experience a delay in receiving 
multicast datagrams or datagrams of this host may not reach 
some destinations. Also, there are inherent problems within a 
wireless infrastructure when compared to a wired one, such as 
high error rates, scarce bandwidth, frequent node movement 
that make implementation of multicast services difficult. 

In [1] a solution is proposed that aims to implement multicast 
services in Columbia mobile network. In [10] some approaches 
to support multicast on IETF mobile IP systems have been 
considered. Securing multicast communication poses several 
important challenges. As the characteristics of a multicast 
based communication are unique and diverse, it is not always 
possible to propose a single comprehensive security solution, 
which best fits all communication models. Some of the main 
security concerns in multicast communication described in [13] 
are as follows:  

• Secure group communication: Only legal members 
of the group should have access to communication 
related to that group. In other words, non-members 
must not be able to eavesdrop on multicast traffic.  

• Group and member authentication: The main issues 
here are concerned with the authentication of group 
and members of the group. These are often intricately 
linked with key distribution and management, as the 
provision of authentication service is often based on 
possession of certain keys.  

• Multicast group management: Here the main issues 
are concerned with who can join the group and who 
and how one decides who can join the group. This is 
part of access control. More generally for any 
operation that changes the group structure, these access 
control issues need to be addressed. 

• There should also be appropriate mechanisms to 
counteract the denial of service attacks. Maintaining 
service availability against malicious attack is ever 
more challenging in a multicast setting, as clogging 
attacks are easier to mount. We do not consider this 
service availability issue in this paper. 

While these are standard security concerns, the notion of 
mobility further aggravates these problems and requires 
solutions specific to such environments. The mobile hosts 
expect to participate in a reliable seamless communication 
environment even though they may change their point of 
attachment to the fixed network frequently. In some cases, the 
hosts wish to avail these services in a foreign network by 
remaining anonymous in the network.  The objective of this 
paper is to address these security related issues in multicast 
communication models for IETF mobile IP network and to 
propose a secure multicasting framework. An extended version 
of this paper describes in detail the protocols for secure end-to-
end communications [14]. 

The rest of the paper is organized as follows. Section II 
provides an overview of IP multicast and mobile IP. We 
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discuss multicast architecture for Mobile IP in the context of 
hierarchical local registration model. In particular, we provide 
an overview of the various multicast options proposed earlier 
and highlight their relative merits and disadvantages.  Section 
III describes our secure multicast framework where we discuss 
various scenarios relating to group key management and secure 
multicast groups. Finally, Section IV provides some brief 
concluding remarks.  

II. IP AND MOBILE IP MULTICAST 
The IP protocol can be used for multicast communication, 

which is a one-to-many communication. In order to support 
multicasting, IP offers Class D addressing scheme. There are 
two steps that need to be followed to implement multicast. 
First, a mechanism must exist by means of which a group can 
be created, hosts join and leave the group, and group 
membership can be tracked. Second, a scheme must exist to 
route multicast datagrams within the network. The first issue is 
addressed by the Internet Group Management Protocol (IGMP) 
[4] [7]. The second issue is addressed by multicast routing 
protocols such as in [5],[6],[9] that are used by multicast 
routers to discover delivery paths (trees) that enable forwarding 
of multicast datagrams across an inter-network. 

The Mobile IP protocol described in [11] is popularly 
known as Base Mobile IP standard. The objective of this 
protocol is to enable users to keep the same IP address while 
traveling to a different network (which may even be on a 
different wireless operator), thus ensuring that a roaming 
individual could continue communication without sessions or 
connections being dropped. Mobile IP has the following three 
components: Mobile Node (MH), Home Agent (HA) and 
Foreign Agent (FA).  The Mobile Node (MH) is a device (such 
as a cell phone, personal digital assistant or a laptop) whose 
software enables network-roaming capabilities. The Home 
Agent (HA) is a router on the home network serving as the 
anchor point for communication with the Mobile Node; it 
tunnels packets from a device on the Internet, called a 
Correspondent Node, to the roaming Mobile Node. The 
Foreign Agent (FA) is a router that may function as the point of 
attachment for the Mobile Node when it roams a foreign 
network, delivering packets from the Home Agent to the 
Mobile Node. The care-of address (COA) is the termination 
point of the tunnel toward the Mobile Node when it is on a 
foreign network. When a correspondent node (CN) generates 
packets destined to a mobile node, the packets are first routed 
to the MH’s home agent. The home agent then tunnels the 
packets and forwards them to the current care of address of the 
MH (FA’s address). The FA then de-tunnels the packets and 
forwards them to the MH. The response from the MH to the 
CN need not travel through the home. 

The problem with base Mobile IP protocol is that every 
time a mobile node moves from one network to another it 
needs to register its new location with its home agent. 
Transmitting and processing all the registration requests 
through the remotely located HA may become inefficient. The 
base Mobile IP protocol architecture was extended to decrease 
this overhead. This extension is called the hierarchical local 
registration mobile IP [12]. 

The IETF has proposed two approaches [12] to provide 
multicast support. The first approach utilizes the current FA 
serving the MH to join the multicast group whereas HA is used 
in the second approach for the same purpose. In order to 
support internetworking with existing multicast infrastructure, 
mobile IP system using either FA or a HA subscription method 
must support the underlying multicast routing mechanisms. In 
[10] issues associated with these approaches are described in 
detail along with different schemes that efficiently support 
multicast in hierarchical local registration environment. In this 
section we shall only provide a summary of the schemes that is 
relevant for our purposes. 

A. Proposed Mobile IP Multicast Approaches 
 

1)  FA Subscription in Local Registration System  
 
There are two schemes in this approach: Root FA Subscription 
and Intermediate FA subscription.  

a)  Root FA Subscription 
In this approach the root FA must join the multicast groups of 
interest to MHs, which reside in the lower levels of its 
hierarchy. The lower FAs discharge group summary reports, 
which keep its group information up to date. 
A MH wishing to join a multicast group sends a membership 
request to its (current) FA. The FA examines its database to 
determine if it is already a member of this group and has been 
receiving packets for this group. If not, it must send a 
summarized report to its parent FA (next level up). This 
summarized report contains multiple entries one for each 
requested group, covering all groups requested by the MHs 
residing within the FA’s service area. No report is to be 
generated if the FA determined that it is already receiving the 
multicast traffic for the requested group. The summarized 
report will then be forwarded along the hierarchy towards the 
root FA. 
Upon receiving a multicast datagram an FA will consult its 
local database to determine if it has any MHs belong to this 
group. It also determines if any lower level FA has subscribed 
to this multicast group. These steps get repeated at each level 
till the last FA that is interested in this group receives the 
multicast datagram. When a MH moves from one serving area 
to another, in addition to sending a local registration request, it 
sends a membership report to current FA to be forwarded to 
common ancestor FA (of both the previous and current FA). 
This common ancestor FA need not forward the report; it only 
needs to update its entry to point to the FA in the lower level 
on the new lineage instead of that of the old one. The simplest 
mechanism to remove multicast entries from the old FA is to 
rely on next membership report from the previous FA that 
carries the most updated information. This comes with the cost 
that multicast traffic will continue to be delivered 
unnecessarily for some time to the old FA. If bandwidth is 
scarce, then common FA may send a query for group 
membership in response to a local registration request query.  
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Let us examine some of the issues that need to be taken into 
consideration with this approach. 
No Optimized Routing Procedures: Multicast destined for 
different FAs has to flow in the hierarchy passing through the 
root and the intermediate Fas. This approach does not provide 
an optimum route in contrast to the one resulting if the 
destination FA joined the multicast tree directly. If a MH 
forwards a request to join a group G and its current FA is not a 
member of this group, then the request moves upwards. If the 
MH is currently in a sub-hierarchy that is totally disjoint from 
its previous sub-hierarchy, then one does not encounter any 
common ancestor that is receiving packets for this group. In 
this case, the request arrives at the root, which processes this 
join request. If the group members are sparsely distributed, it 
may well happen that several join messages get propagated to 
the root for different groups. The root becomes a bottleneck in 
this case.  
Root becomes a single point of failure: In this scheme, the root 
FA is the only entity that must join the multicast tree, in which 
case, it becomes a single point of failure. 

b)  Intermediate FA Subscription 
This approach eliminates the above-mentioned problems but 
comes at the cost of requiring more FAs required to join the 
multicast trees. To reduce the overhead associated group 
join/leave operations, this approach intelligently distributes the 
burden amongst different strategically selected FAs called 
Local Multicast Service Providers (LMSP).  LMSP basically 
provides multicast service for the FAs in its domain, which 
includes those FAs on lower levels not serviced by other 
LMSPs. LMSP selection can be based on either topology or on 
MH density. In case of topology, each hierarchy is logically 
divided into multiple segments. A FA is assigned for each 
segment to be the LMSP and is responsible for joining the 
multicast groups requested by the FAs associated with the 
particular segment. This mechanism may be used to avoid 
adding excessive delay to datagrams received by the FAs at 
the lower levels on the hierarchy by selecting segments and 
FAs fairly distributed over the hierarchy. In the case of the 
MH density approach, the hierarchy is logically split into 
multiple segments with each segment having its own LMSP.  
FAs at the bottom of the segment send their group report 
inwards including the count of MHs interested in a particular 
multicast group. Each FA keeps track of the number of MHs, 
and as soon as the number associated with a multicast group 
exceeds a threshold, the FA will position itself as the LMSP.  
A movement of MH can be classified as intra-domain or inter-
domain. In contrast to the root FA approach, where the 
common ancestor FA between the old and the new FAs in the 
same hierarchy is guaranteed to have an entry for the multicast 
group requested by MH, inter-domain movement may 
necessitate the new LMSP to join the requested multicast 
group. A procedure to remove old entries and pointers similar 
to the one mentioned in the root FA subscription approach will 
also work in this case. 

Remarks: If a MH becomes a member of the group G and its 
current FA does not reside in the same segment as the current 
LMSP of the group, then this may result in routing the packets 
via the root down to the concerned LMSP. An increase in the 
number of MHs belonging to a group G in such disjoint 
hierarchies causes an increase in traffic at the root. 

2)  HA Subscription 
In this scheme, the HA will join the delivery tree associated 
with the multicast group requested by its MH. The MH sends 
its unicast membership to its current FA, which then forwards 
this report along with the details of HA supporting this MH 
upwards to the root. It is expected that the root FA will receive 
multiple reports from different FAs requesting to receive the 
multicast traffic associated with the same multicast group 
through different HAs. The root FA considers those HAs as 
HA-MSP candidates for this group and selects only one to be 
responsible for forwarding the multicast traffic. 
Different scenarios have been suggested for the selection of 
HA in [10]. The datagrams forwarded from the HA will be 
encapsulated and destined to the MH, then re encapsulated 
again with the destination of the root FA. The HA will send 
one copy of the multicast datagram to the root FA even if 
there are more than one MH currently having local binding for 
this root FA. On receiving the forwarded multicast packet, the 
root FA will de-capsulate the datagram, identify the multicast 
group and forward the datagram to the FAs in the lower 
hierarchical level as indicated in tis local table. The 
destination FAs will use link level multicast to forward 
datagrams to recipients. In this approach, multicast datagrams 
are forwarded over the same route as that of the unicast traffic. 
The standard local registration scheme requires the MH to 
send a local registration request when moving to a new area 
within the same hierarchy. Upon moving to a new service 
area, the MH has to send a new membership report to the new 
FA. The mobility of the MH affects the system in the case 
when the MH is moving into an area served by a new root FA 
and that this MH is the only host that the HA-MSP has 
binding to for this group. In this case, the root FA has to select 
a new HA-MSP.  
Remarks: In this approach, a less than optimum path due to 
triangle routing and the latency is high. There is also the 
problem of a large number of undelivered datagrams during 
HA-MSP switching. 

III. SECURE MULTICAST FRAMEWORK 
Securing multicast communication is fundamentally 

different from securing unicast (point-to-point) paired 
communication. In this section we outline a secure multicast 
framework that could support the multicast approaches 
mentioned in the section above. The proposed framework 
addresses secure group membership management and key 
management for groups of principals that may use multicast 
communications. Any solution proposed must take into 
consideration various distinct characteristics such as group 
size, membership dynamics, topology, degree of interaction, 
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latency requirements, centralized control and bandwidth 
constraints. 

A. Assumptions 
Our framework is based on the following assumptions: 

• We assume that a public key infrastructure is in place 
in the form of a certification authority (CA) or a 
hierarchy of certification authorities for a purpose of 
authentication and public key distribution. CA is a 
trusted entity that verifies the identity of a participating 
entity, allocates a distinguished name to it and vouches 
for the identity by signing a public key certificate for 
that entity using its private key. 

• Every host is initially registered in a network, which 
acts as its home network. At the home network, the 
host receives a certificate that is signed by some CA 
that is local to this network. 

• Each FA has a public key – private key pair and 
maintains a cache of the public keys of its immediate 
peers, its subordinates lower down in the hierarchy, its 
parent as well as the root FA. 

• Each MH has a public key -- private key pair along 
with the public key of the current FA and in some 
cases the common ancestral FA. 

• The root FA has a public key – private key pair and 
maintains a cache of the public keys of its immediate 
peers and its subordinates lower down in the hierarchy.  

• Every HA has a public key – private key pair and 
maintains the public keys of all FAs with which 
currently it has associations. 

• FAs share a group key with their parent FAs as well as 
with their Peers.  

• FAs, which have directly connected MHs, maintain a 
secret key with each MH. They also maintain a cache 
of public keys of all MHs currently under their 
jurisdiction.  

• Each FA is trusted for authenticating a mobile user and 
for maintaining the relevant multicast group 
information. If an FA is found to be non-operational, 
then its parent FA recomputes the group key. 

• Each multicast group has a designated member whose 
responsibility is to determine who has access to belong 
to this group. Normally, this entity is the initiator of the 
group. If the initiator leaves the group, a new 
designated member can be chosen via an election 
algorithm or some other equivalent manner. In some 
cases it may well be that this responsibility is 
performed by the FA itself on behalf of the initiator.  

• The security framework assumes the use of IGMP v2 
[7]. 

Let us now discuss the security framework requirements in the 
hierarchical registration approach. 

B. Group Key Management Issues 
A mobile host wishing to initiate a multicast group creates 

an access control list (ACL) for the group. It then announces 
this group by sending unicast message to its current FA along 
with the access control list associated with this group. The 
current FA retransmits this information upwards towards the 
root. All intermediate FAs as well as the root may cache this 
information. 

The key issue here is who performs the role of the group 
manager, who is the trusted entity that is responsible for the 
generation and distribution of keys. Here are some of the 
possible design options: The trusted entity can be  

• the group initiator (some MH that wishes to start a 
group) 

• the Home Agent associated with MH 

• the FA under whom MH first initiated the group 

• the FA where MH is currently located 

• the root FA. The root FA takes the responsibility for 
key generation, distribution and updating. 

• designated using the push approach depending upon 
group membership distribution. There is no static FA 
acting as a trusted entity. 

Let us now examine each of these options in detail. 

1)  Case One: MH is the initiator of the group and is also 
acts as the group manager - The entity that initiates a group in 
the first instance is the mobile host. Hence it natural choice for 
this node to take the role of group manager for groups that it 
has created. However there are several issues. The MHs 
normally have limited storage capacity and may be powered 
down frequently. They may often go into the doze mode to 
conserve power and may not be available online. The process 
of key generation and storage may prove to be too 
cumbersome for a MH to manage. This increase in overhead is 
directly proportional to the increase in group size, frequent 
changes in membership and the number of groups supported 
by the MH. Also the entity that performs these activities must 
always be available online, a requirement that MH may not 
satisfy. 

2) Case Two: Home Agent of MH acts as a group key 
manager - In this case, the key generation, distribution and 
updating become the responsibility of the HA of the mobile 
host. Since by default, the HA manages the location details of 
a MH, this may seem to be the right choice to carry out the 
group management functions. Furthermore, it is natural to 
trust a single static entity (HA) rather than frequently changing 
alien entities (FA). Therefore a scheme based on HA offers 
high reliability. This approach also eliminates the constraints 
of limited storage and disconnection problems in Case One. 
However, this approach introduces latency as every join and 
leave must be forwarded to the HA and processed by the HA. 
It may take an arbitrary amount of time for a leave message to 
get to HA and for the HA to update and redistribute the keys. 
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In this transit period, the MH may continue to receive packets 
for the group. Also this approach introduces less than 
optimum delivery path in the form of triangle routing.  The 
HA also becomes a single point of failure.  

3) Case Three: The current FA of MH acts as the group 
manager - This approach also eliminates the constraints of 
limited storage and disconnection problems. If the group is 
initiated under a foreign agent (the current foreign agent) then 
that foreign agent takes the responsibility of group manager. 
We shall call this FA as the group initiated FA (GIFA). This 
GIFA then sends a notification message upwards towards the 
root the information related to the group. The information 
consists of the GroupId and the Group Manager FA. The root 
FA as well as the intermediate FAs cache this information. 
This foreign agent performs all the group key management 
functions. Even if the group initiator MH leaves the group or 
moves to a new location (under a different FA), the GIFA 
continues to perform this responsibility till the group becomes 
empty (no members are registered with this group). Any join 
request generated at any portion of the subtree needs to be 
processed by this foreign agent before allowing this node to be 
a member of the group. In this case, the latency for join is 
determined by the current location of the MH (how far away is 
it from the concerned FA) and the numbers of requests being 
handled by this FA.  
The problem with this approach is to determine who acts as a 
group manager for a particular group. One approach would be 
for GIFA to simply broadcast this information to all other FAs 
using flooding. The amount of traffic generated will be 
directly proportional to number of new groups that come into 
existence and this may strain the available bandwidth 
considerably. To solve this problem, one can extend this 
architecture by utilizing the services of the root FA. The root 
plays the role of the Central Location Server (CLS) as it has 
the list of all currently active groups as well as their group 
manager. Every GIFA must register itself along with the 
GroupIds that it supports with the root FA. If the group ceases 
to exist then GIFA must de-register the group with the root 
FA. Other intermediate FAs act as Partial Location Servers 
(PLSs) as they cache only group related information, which 
are propagated along their subtree from the leaf towards the 
root and update their caches by processing register /de-register 
messages from the node to the root.  
Consider the following scenario. Assume that some MH called 
MH1 initiated a group under a foreign agent FA1. FA1 has 
assumed the responsibility of the group manager (GIFA1). FA1 
then sends the group id and manager information upwards 
towards the root with all intermediate FAs as well as the root 
caching this information. Let us assume that some MH called 
MH2 under some FA2 (which does not lie along the hierarchy 
tree of FA1 and the root) initially sends a request to join the 
group G to FA2. FA2 upon consulting its table realises that it is 
not receiving any packets for this group G and therefore has 
no members belonging to this group G. It then generates a 
request, which is propagated upwards along its hierarchy 

subtree towards the root. In this case, the request of FA2 is 
received by the CLS, which supplies the location details and 
propagates it down the sub-tree towards FA2. The information 
(G, FA1) is cached by all intermediate FAs and FA2. FA2 then 
uses the regular routing infrastructure to route its request to 
FA1 (i.e., using the best optimum path available). FA1 receives 
the request, verifies the ACL to determine if MH2 meets the 
required criteria to join the group and then responds to the 
originating FA2. The response can be an Accept or a Deny 
message. If the request sent by FA2 is accepted, then FA1 
includes FA2 in its group table. The group table is referred to 
by FA1 to route multicast packets. The packets are then routed 
as dictated by the underlying multicast routing protocol 
deployed by the network. This approach facilitates the use of 
best optimum path available and also avoids the problem of 
single point of failure as location information is not only held 
at CLS but also by the intermediate FAs in the sub-tree. 

4) Case Four: Current FA of MH (initiator) acts as the 
group manager - Assume that a mobile node MH1 initiates a 
group G under a foreign agent FA1. FA1 propagates this 
information upwards as in Case two. If MH1 changes its 
location and moves under a new foreign agent FA2, it requests 
FA2 to act as the group controller. In this case FA2 requests 
FA1 to transfer the group state information to FA2. FA2 then 
releases the information upwards along its sub-tree towards 
the root. FA1 does the same, which indicates that it is no 
longer acting as a group manager for this group. The 
information is of form (G, FA1, Delete). This is necessary as 
all intermediate FAs between FA1 and the root must update 
their caches. This approach is useful in situations when the 
members of a group are tightly coupled with the group 
initiator node i.e., they migrate together as the initiator of the 
group moves. The overhead associated with routing is 
eliminated. 
If the MHs are highly mobile then there will be frequent 
handoffs between the foreign agents. This problem can be 
mitigated if some ancestral FA higher up in the hierarchy 
manages the group membership instead of the leaf FAs. If the 
group members are restricted to one particular FA, then this 
FA seems to be the ideal choice to carry out group 
management functions. Note that this architecture can be 
extended where the root FA is utilized as a location server. In 
this case, when the new FA takes charge of the group it 
notifies the root. The root then updates its table by deleting the 
binding associated with the previous FA for this group. 

5)  Case Five:  Push Approach - In this approach, it is 
assumed that group members are distributed such that they do 
not have a common ancestor. The solution is to push the key 
generation responsibility upwards to a common FA, which is a 
parent to all lower level FAs that contain members of this 
group. We refer to this approach as the push approach as the 
group key information is incrementally pushed upwards 
towards the root based on the mobility patterns of member 
MHs. It may well happen that two FAs receiving traffic for a 
group have no common ancestors and therefore this scheme 
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forces the current group manager FA to push the key 
management responsibility to a common ancestor. It becomes 
simpler if all the members of a group reside under a single FA 
(the leaf FA) in which case this current FA acts as the group 
key manager as in Case Four. In the intermediate FA 
approach, the push can halt at LMSP. 

6) Case Six: Root FA acts as the group manager - The 
root FA becomes a member of all currently active groups and 
therefore assumes the responsibility of group manager. MHs 
often change FAs frequently but rarely change their root FAs. 
Therefore, instead of pushing the key management 
information incrementally upwards, all group keying function 
is handled automatically by the root. Since the group 
membership information is maintained only at the root, this 
approach is relatively static and eliminates the overhead 
associated with handoffs as in cases four and five. However, 
whenever an MH joins or leaves a group, the update 
notification messages must be relayed all the way to the root, 
which then has to refresh the keying information and then 
propagate it downwards. All requests to join and leave the 
group are processed centrally at the root. Since the root 
supports all the currently active groups, it may be inundated 
with several group management related information and hence 
may become a bottleneck and a single point of failure. This 
approach also leads to the use of less than optimum paths to 
deliver packets thereby increasing latency.  

C. Remarks 
Having examined all these cases, it is clear that the push 

approach has the advantage of eliminating the single point of 
failure problem by distributing group management functions 
fairly within the hierarchy. It also eliminates the need to change 
the group manager with a change in location of the MHs (as in 
Case Three). It simplifies the role of the leaf FA by taking the 
group management responsibilities away from them thereby 
eliminating the overheads encountered by leaf FAs (as in Case 
Two). The push approach also experiences minimum latency in 
join and leave when compared to the other approaches. 

The architecture can be further simplified by making the 
root FA act as a location server. Once a FA declares itself as an 
LMSP for a segment (based on either topology or MH density) 
it registers this information with the Root FA. If a group is 
freshly initiated by a mobile node MH and there exists an 
LMSP in its hierarchical tree, then this LMSP by default 
becomes the group manager for the group initiated by the MH.  

During its registration phase, it supplies the following 
information to the root: (FAid,-LMSP, G_list, G_IList) 

where FAid-LMSP: binding its identity with the LMSP tag, 
G_list (Group List): the group for which it currently receives 
packets and G-Ilist (Group Initiator List): the groups for which 
it acts as a Group manager. 

When a MH desires to be part of a group, it sends a request 
to its current LMSP. The group manager LMSP (gmLMSP) of 
this group will decide if this MH can be a part of the group. 
How does the current LMSP of the requesting MH determine 
the gmLMSP of the concerned group? There can be two 

options here, the push approach or the pull approach. In the 
push approach, every time a LMSP is registered with the root 
and if this LMSP is a group manager for any group then the 
root propagates this information to all the other LMSPs. Hence 
root need not be bothered for processing group manager 
queries. All the LMSPs have updated information about each 
other’s role as group managers. However, this information 
needs to be replicated at several nodes (depends on how many 
LMSPs are currently active).  

In the pull information, the root simply caches this 
information. When an LMSP sends out a request the root 
supplies the corresponding information.  There is a single 
repository and no duplication of effort is introduced.  However, 
the root stands as a single point of failure. To eliminate this 
problem all intermediate FAs along the sub- tree of the 
concerned LMSP can cache the response generated by the root. 

IV. CONCLUDING REMARKS 
In this paper, we have extended the IETF Mobile IP 

multicast framework to provide a secure multicasting service. 
We have considered the various scenarios relating to group key 
management and secure multicast groups. Based on this 
framework, we have developed a complete security 
architecture and secure end-to-end multicast protocols for the 
case five using LMSP approach for reasons outlined above. A 
full description of the protocols where a mobile host securely 
joins, initiates and leaves a multicast group can be found in 
[14] which is being submitted for a journal publication. 
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